Introduction to Embodied Al
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Prof. Li Yi

Embodied Perception and InteraCtion i2e



Logistics: Midterm

* Midterm (40% of the total score)
e 4/21, 3:10 - 5:00, in class
e First two sections, in total 110 min
* The third class will be used for lecture

* One-page double-sided A4 cheat sheet

* Scope: from Lecture 1 - Lecture 9 (4/14)



Logistics: Midterm

* Questions:
* Multi-choice questions
* True or False
* Short answer questions
e simply state why and how
* some may require mathematical derivations



Logistics: Assighment 2

* Assignment 2 (15%): will be released on 04/11, due 04/26 (Saturday)
11:59PM. (Still has 2 grace days with -10% and -20% score)

(0 Assignment 2 &%% SBBEA11ER, 0 0 0 0

* In this assignment you will grasp a known object in the simulator. You need to estimate the
object's pose using the point cloud in order to transform grasping poses from the object frame to
the world frame.



Logistics: Assighment 2

* Assignment 2 and 3 will involve real-world experiments (10% for
each). You need to form teams of no more than 4 members to
complete the real-world experiments together. The specific schedule
will be announced later. (It will be latter than the ddl of assignment 2)




Conditional Grasp
Generative Model




Data: DexGraspNet 2.0
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Diffusion-based Dexterous Hand Pose Generation

Seed Point Proposal Grasp Pose Generation

local feature GS Top 1% conditional generation
FPS

o9 Lol

Grasp Pose

Inference

—

ResUNet14 Graspness MLP

P correspond &
(A ln) by

ining

Tra

ResUNet14




Seed Point Proposal Grasp Pose Generation
local feature

DX}

Inference

e Stage 1: Where to grasp

e Use sparse convolution to
get the local feature

“
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Training

* Predict graspness and L 2,
objectness scores

* Objectness: whether it is a point on the objects
* Graspness: whether it is likely to be a seed point

* Accumulated with nearby gt seed points



Seed Point Proposal Grasp Pose Generation

* Stage 2: How to grasp :
e Use only the local feature
in stage 1 KO Vi’
 Predict residual position T, o = b

rotation R, finger joint angles 6

* To handle the multi-modal grasping pose
distribution, we use diffusion model for T and R

* Then predict 0 directly




Dexterous Grasping Pose Diffusion Model
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Real Experiments
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Experiments

* Achieve SOTA on DexGraspNet 2.0 benchmark

GraspNet-1Billion ShapeNet

Method Dense Random Loose | Dense Random Loose
HGC-Net [8] 46.0 37.8 26.7 46.4 44.8 30.4

Baseline GraspTTAT[l 1] 62.5 54.1 42.8 56.6 57.8 46.4
ISAGraspJr [5] 63.4 60.7 51.4 64.0 56.3 52.7
local feature 16.8 10.9 4.8 21.3 17.6 10.9

Ablation decomposed model | 84.2 80.7 71.3 74.9 72.5 66.4
random scene 90.0 84.1 68.2 78.9 78.8 71.3
Ours 90.6 83.7 73.2 81.0 85.4 74.2

Table 1: Baseline and ablation studies for dexterous grasping. Modified baseline methods are
indicated with . Ablation studies are conducted on three aspects as shown in the lower half of
the table. Each Dense scene contains 8-11 obiects, and each Random scene contains 1-10 objects,

obtained by deleting objects from Dense scenes, and each Loose scene contains 1-2 objects.



Scaling Law of Grasp Data

Proportion of Total Scenes Used
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* We explore the impact of scaling
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Real Experiments

> Compare to gripper

The dexterous hand has stronger wrapping ability

End Effector | Normal Large

Parallel Gripper 92.4 0.0
Dexterous Hand 81.5 100.0




>Main contribution:

e Large-scale Benchmark for dexterous grasping in cluttered scenes
7500 synthetic training scenes and 670 test scenes.

* Propose an end-to-end generative grasp prediction pipeline
generates wrist 6D pose via diffusion model.
regress hand joint poses conditioned on wrist pose.

>Limitations:
* Limited to power grasping
 Data only covers force closure cases.



Depth Sensing Problem Leading to Failure in Transparent Objects

RGB Depth
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Demo: Robotic Grasping

GraspNet-baseline
only




ICRA2024 : Generalizable Transparent Object
Reconstruction and 6-DoF Grasp Detection
from RGB-D Active Stereo Camera

Jun Shi', Yong A, Yixiang Jin', Dingzhe Li', Haoyu Niu', Zhezhu Jin', He Wangt?34
1 Samsung R&D Institute China, Beijing (SRC-B)
2 CFCS, School of Computer Science, Peking University 2 Galbot
4 Beijing Academy of Artifcial Intelligence (BAAI)

T: corresponding author
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DREDS: Domain Randomization

Randomization of object layout: object instances, arrangement




DREDS: Domain Randomization

Randomization of object material: BSDF




DREDS: Domain Randomization

Randomization of background




DREDS: Domain Randomization

Randomization of illumination




DREDS: Domain Randomization

Randomization of camera viewpoint




ASGrasp Pipeline
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Grasp Poses

RViz Visualization




Real World Experiment

World-wide First Material-Agnostic Grasping Method







Summary of 3D Vision based Grasping

>Main contribution:

Large-scale Benchmark for dexterous grasping in cluttered scenes
7500 synthetic training scenes and 670 test scenes.

Propose an end-to-end generative grasp prediction pipeline
generates wrist 6D pose via diffusion model.

regress hand joint poses conditioned on wrist pose.

> Limitations:

Limited to power grasping
Data only covers force closure cases.



Towards Manipulation: Affordance

e Where2Act

pull

Mo, Kaichun, et al. "Where2act: From pixels to actions for articulated 3d objects." Proceedings of the
IEEE/CVF International Conference on Computer Vision. 2021.



Another Vision-based Approach: Affordance

* Where2Act Pipeline

Mo, Kaichun, et al. "Where2act: From pixels to actions for articulated 3d objects." Proceedings of the
IEEE/CVF International Conference on Computer Vision. 2021.



Another Vision-based Approach: Affordance

e Where2Act Result

push pull

PR V-1 YL IS
wWiCT Y0¢EV
Awg G ugor ®

Training Categories Test Categories Images  Training Categories Test Categories Images

default

left

Mo, Kaichun, et al. "Where2act: From pixels to actions for articulated 3d objects." Proceedings of the
IEEE/CVF International Conference on Computer Vision. 2021.



Another Vision-based Approach: Affordance

e VAT-Mart

Perception:
- Detect Door Handle
- Propose Grasp Candidates

Estimate Door Joint Parameters

Manipulation:
- Grasp the Handle

Drive to follow a Trajectory

Open Door 30°

0 0.25 035 0.75

Push Closed

Pull Open
Door 33°

Drawer 0.5
|\

]
|

\
(c) Trajectory Proposals (b) Affordance

(a) Input Shape (b) Affordance (c) Trajectory Proposals

Wu, Ruihai, et al. "Vat-mart: Learning visual action trajectory proposals for manipulating 3d articulated objects." ICLR 2022



Another Vision-based Approach: Affordance

Real Robot Experiments

Task: Open Door 30° Affordance
Contact: Edge at top

Wu, Ruihai, et al. "Vat-mart: Learning visual action trajectory proposals for manipulating 3d articulated objects." ICLR 2022



Summary of Vision-based Open-Looped Approaches

e Use vision inputs to predict
* object pose (CAD model needed, grasp annotation needed)
e or grasp pose (no CAD model and grasp anno.)
e or affordance (slightly going beyond grasping)

* Motion planning to reach, heuristic to grasp/manipulate

* Limited to certain predefined manipulation (bottleneck is the
heuristics)

e Usually not closed-loop, but can be closed-loop



Policy Learning

Some slides are borrowed and modified from Berkeley CS285.



Terminology & Notation

S; — state
0; — observation 7o (az|o;) — policy
a; — action mg(az|s¢) — policy (fully observed)

., b

E— - s¢ — state
0; — observation

38



Policy Learning

Supervised policy learning

m;(at]ot) at RGB“ > Depth (D) GPs+c§npass
==

PointGoal Navigation

How to learn the policy?

When an optimal policy or expert demonstrations
are available, one could consider supervised policy
learning, e.g. imitation learning (IL).



Reinforcement Learning

When an optimal policy is not available, trial and error!

reinforcement
learning

40



Imitation Learning

Some slides are borrowed from Berkeley CS285.



Terminology & notation

S; — state
0; — observation mg(a;|o;) — policy
a; — action mo(az|s¢) — policy (fully observed

Markov property
independent of s;_4

42



Imitation Learning

training supervised

I 2 7T0(at |0t)
o earning

behavioral cloning

Images: Bojarski et al. ‘16, NVIDIA
43



The Original Deep Imitation Learning System

ALVINN: Autonomous Land Vehicle In a Neural Network
1989

£ 30 Output
Units

g "7;} 30x32 Video
fGE | Input Retina

44



- = training trajectory
— mp expected trajectory

No, because of distribution drift!

45



Does it work?

Video: Bojarski et al. ‘16, NVIDIA




Why did that work?

Recorded
steering
wheel angle

Adjust for shift Desired steering command

and rotation

Network

Left camera '— computed
steering

' ™ Random shift command
Center camera}—: and rotation CNN

Right camera '— f

Back propagation |
weight adjustment

Y

Bojarski et al. ‘16, NVIDIA
47



Robot Demonstration Collection: Teleoperation

Teleoperation System used by Tesla ALOHA system from Stanford

gl PLOVEURSTIPREEShonsiveness 72y &

>

Abramson, Norman. "The ALOHA system: Another alternative for computer
communications." Proceedings of the November 17-19, 1970, fall joint computer conference. 1970.



Tesla Optimus: Battery Sorting and Correction Demo Collection
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Human-in-the-Loop Imitation Learning using Remote Teleoperation

Remote Teleoperation for Collecting Interventions

~

Operator intervenes
by moving phone

Mandlekar, Ajay, et al. "Human-in-the-loop imitation learning using remote teleoperation." arXiv preprint
arXiv:2012.06733 (2020).



Can we make it work more often?

stability

~ = training trajectory
— Ty expected trajectory

(more on this later)

51



Can we make it work more often?

- = training trajectory
. — Ty expected trajectory

mo(as|oy)

100

40
30
20

can we make pgata(0t) = pr,(04)7

52



Can we make it work more often?

can we make pgata(0t) = Pr,(0¢)?

idea: instead of being clever about p,(0:), be clever about pgata(0¢)!

DAgger: Dataset Aggregation

goal: collect training data from p,,(0;) instead of pgata(0¢)
how? just run mg(a;|oy)

but need labels a;!

1. train mp(az|o¢) from human data D = {o1,a;,...,0n,an}
2. run mp(az|os) to get dataset D, = {01,...,07}

3. Ask human to label D, with actions ay;

4. Aggregate: D < DU D,

Ross et al. ‘11
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What’s the problem?

1. train 7mp(as|o¢) from human data D = {o1,a;,...,0n,an}

2. run mp(az|os) to get dataset D, = {01,...,07}
[3. Ask human to label D, with actions a; ]
4. Aggregate: D <+ DU D,
P ey mo(aslor) @
”. - ' Ot ay
—

Ross et al. ‘11
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Other Sources of Action Labels

1. From optimal solution 2. From a teacher policy

T

RGB Depth (D) GPS+Compass
E ‘

| ‘ 'l‘ g' E
1y

Directly compute the shortest path Roll out the student policy (blue), and let
and get action label the teacher policy (red) correct it online

’.
»




Can we make it work without more data”?

Can we make it work without more data?

* DAgger addresses the problem of ——
distributional “drift”

* What if our model is so good that it %‘
doesn’t drift?

* Need to mimic expert behavior very
accurately

 But don’t overfit!

56



Why might we fail to fit the expert?

1. Non-Markovian behavior
2. Multimodal behavior

To(as|oy) mo(a¢|o1, ..., 0¢)
behavior depends only behavior depends on
on current observation all past observations

If we see the same thing
twice, we do the same thing  Often very unnatural for

twice, regardless of what human demonstrators
happened before

57



How can we use the whole history?

variable number of frames,
too many weights

58



How can we use the whole history?

shared weights

et “—> RNN state

\\4 \\\ ‘\\l L ’ ' y

=X ’if‘T\'” =3 H—v RNN state
\ 384 \\ 84 100

Max 4056

pooling

A 4

RNN state —

\ 384

K \ \ \ r
\ \ \
\ 2 \ y
\? \ “" \ [\ \ ]
- - > * -~
- ? 13 j{r ” 13 3\ = 13 dense’| |densel
L \ ’ \ ~ 7\
>

Max pooling
pooling

Typically, LSTM cells work better here
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Aside: why might this work poorly?

Scenario A: Full Information Scenario B: Incomplete Information

policy attends to pedestrian

policy attends to brake indicator

“causal confusion” see: de Haan et al., “Causal Confusion in Imitation Learning”

Question 1: Does including history mitigate causal confusion?

Question 2: Can DAgger mitigate causal confusion?

60



Why might we fail to fit the expert?

1. Non-Markovian behavior

: : 1. Output mixture of
2. Multimodal behavior l l Gaussians

Latent variable models

Diffusion models
4. Autoregressive discretization

,,,,,

61



Why might we fail to fit the expert?

1. Output mixture of
Gaussians

Latent variable models
Diffusion models

Autoregressive discretization

I‘.")I“)“;»n"u"}?c'%n’\ "."".\;-‘) |
i A
ofef01010)0)0) ¢
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Why might we fail to fit the expert?

1. Output mixture of
Gaussians

Latent variable models
Diffusion models
4. Autoregressive discretization

Look up some of these:

* Conditional variational autoencoder
* Normalizing flow/realNVP £~ /\/’(O’I)
* Stein variational gradient descent

63



Case study: imitation with CVAE

action sequence

2 style variable 1 B [I:‘,___l - ][] O] ] I? I%l I? F F
i L\
e N ~_ 4 N\ s N
2
transformer . /\ transformer transformer
encoder ; S encoder decoder
\ J N | J ,
Lbgooot OO TO00 EesS-O
[D O] [ - D] 4 /\\[D/DJ[D/D]
[CLS] joints action sequence + PosEmb 480X640X3 “,Cor;gib cam 1 cam4 joints 2 position embeddings (fixed)

Zhao et al. Learning Fine-Grained Bimanual Manipulation with Low-Cost Hardware. 2023 o



Why might we fail to fit the expert?

1. Output mixture of Xo = true 1mage
Gaussians Xi+1 = X; + noise
2. Latent variable models Learned network: f(x;) = Xi 1

(actually use f(x;) = noise)

Diffusion models B
Xi—1 = X; — f(X‘;:)

4. Autoregressive discretization

‘“
Po(Xo) i pr(X7)~N(0,1

Clean . T Pure

65



Diffusion based Policy

Diffusion Policy

Visuomotor Policy Learning via Action Diffusion

Q Gradient Field

[ ———

Action

Ener 1
gy

lar (R iffusion
calar (Regression ) Implicit Policy VE(a)
Explicit Policy " 4 arg min(E) T
AAYAR) a '
/ N\
Fy(o) |1 ———
Mixture of Gaussians

q ve ity
1 v M vy
______________ aoo b | @00E
T Eyf0,2), go(0,a)i | N
4 * 0.5 54_"5 -0. I :
g Cotegerieal 1 @ @ 1% 05 00 05 10 @ -0 0 s oo s

(a) Explicit Policy (b) Implicit Policy o (c) Diffusion Policy o

https://diffusion-policy.cs.columbia.edu/



Why might we fail to fit the expert?

1. Output mixture of

. Xo = true image
Gaussians

Xj+1 = X; + noise

Latent variable models Learned network: f(x;) = x;_1

Diffusion models (actually use f(x;) = noise)
4. Autoregressive discretization Xi—1=X; — f(x;)

67



Why might we fail to fit the expert?

1. Output mixture of l l
Gaussians Problem: this is great for 1D actions,

but in higher dimensions, discretizing
the full space is impractical

Latent variable models plpreptes]

Diffusion models

Autoregressive discretization Solution: discretize one dimension at

atime

68



Autoregressive discretization

a
0.1 at,O Why does this work?
at = 1.2 t,1
—0.3 at 2
. first step: p(a¢olst)
lJ -- _ second step: p(ag.1|St, asp)
a”iao \ a’ial \ CL?Q third step: p(a;a|se, a0, a1)
use LSTM or
sequence sequence || [ sequence
Transformer | 1 odel block _T. model block model block plac2lst, aro, ar1)placlse, aeo)p(acols)
conv net ( | )
encoder —
= plat|St
at,0 a1

69



Does learning many tasks become easier?

Multi-task learning

mo(als)
— ° P1 : :
I‘. ] policy for reaching p;
o (a\s, p)
P2
policy for reaching any p
e, P1
Ll B

P3



Does learning many tasks become easier?

Goal-conditioned behavioral cloning

— 2
J J

training time:

demo 1: {sy,as,...,s7_1,a7_1,87} successful demo for reaching sp
demo 2: {s;,ay,...,s7—1,ar_1,87} learn my(als,g) +—— goal state
demo 3: {sy,a,...,87_1,ar_1,87}

We see distributional shift in two places here!
NP i ol i i i
for each demo {s},aj,...,s_i,a%_q,8%}

- Can you figure out what the second place is?
maximize log mp(a}|s;, g = s%)



Summary: Imitation learning

training supervised

I 2 '/TO(at |0t)
data earning

e Often (but not always) insufficient by itself
* Distribution mismatch problem

__ AN
* Sometimes works well L) -
e Hacks (e.g. left/right images) V.
* Samples from a stable trajectory distribution
* Add more on-policy data, e.g. using Dagger
* Better models that fit more accurately ) ,i
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Reinforcement Learning

Some slides are borrowed from Berkeley CS285.



Introduction to RL

What is reinforcement learning?

74



Introduction to RL

What is reinforcement learning?
* Mathematical formalism for learning-based decision making

* Approach for learning decision making and control from experience
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Introduction to RL

How is this different from other machine learning topics?

Standard (supervised)
machine learning:

given D = {(x4,¥:)}

learn to predict y from x f(x)~y

Usually assumes:

e ii.d.data
* known ground truth outputs in training

Reinforcement learning:

* Dataisnoti.i.d.: previous outputs influence

future inputs!

* Ground truth answer is not known, only know

if we succeeded or failed
* more generally, we know the reward

76



Introduction to RL

decisions (actions)

Actions: muscle contractions Actions: motor current or torque
Observations: sight, smell Observations: camera images
Rewards: food Rewards: task success measure (e.g.,

running speed)
consequences

observations (states)
rewards

Actions: what to purchase
Observations: inventory levels
Rewards: profit

77



Terminology & notation

S; — state
0; — observation mg(a;|o;) — policy
a; — action mo(az|s¢) — policy (fully observed

Markov property
independent of s;_4

78



Reward functions

which action is better or worse? s, a, 7(s,a), and p(s’[s,a) define

r(s,a): reward function Markov decision process

tells us which states and actions are better

low reward

79



Definitions

Markov chain
M={S,T}

S — state space

T — transition operator

why “operator”?

states s € S (discrete or continuous)

P(8t+1 |3t) Andrey Markov
let pe; = p(se =1) ii¢ is a vector of probabilities
let Ti; = p(se41 = i|s¢ = J) then fi; 1 = T it

Markov property

®

(&)
P(St+1/s¢)

=@ independent of s;_
p(st+1[st) \/
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Definitions

Markov decision process M={S, AT, r}
S — state space states s € S (discrete or continuous)
A — action space actions a € A (discrete or continuous)

T — transition operator (now a tensor!)

let Ht,.5 = p(st = ]) Richard Bellman

let & = p(ay = k) P10 = Zk:ﬁ,j,kzlf»t,jft,k
J

let Tijr = p(St+1 =i|st = J,ar = k)

S1 »
O p(St+1|St,at)

81



Definitions

Markov decision process M={S, AT, r}
S — state space states s € S (discrete or continuous)
A — action space actions a € A (discrete or continuous)

7T — transition operator (now a tensor!)

r — reward function r:SxA—-NR

r(s¢, a;) — reward
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Definitions

partially observed Markov decision process M={S5, A0, T,Er}
S — state space states s € S (discrete or continuous)

A — action space actions a € A (discrete or continuous)

O — observation space observations o € O (discrete or continuous)

T — transition operator (like before)
& — emission probability p(o¢|s¢)

r — reward function r:SxA—R

s ; o

83



The goal of reinforcement learning

we’ll come back to partially observed later

‘-»a—»
L k —

(s']s, a)
_J

p9(817a17°' STaaT atlst St+1|st7at)

T

po(T)

IIE’ﬂ

0* = arg max Erpo(r) [Zr St, ay) ]

t

84



The goal of reinforcement learning

p(s']s. )
_J

po(s1,ai,...,sr,ar) = p(s1) H mo(at|st)p(st+1/st, ar)
‘ / t=1" , '
po(T) Markov chain on (s, a)

Read by Yourself =



The goal of reinforcement learning

T e <3
(s'|s,a)

),

T
po(s1,ai,...,sp,ar) = p(s1) H mo(at|se)p(st+1[st, ar)
l T / t=1" Y J
po(T) Markov chain on (s, a)

@ @ad by Yourself =

p((St+1,a¢+1)[(8¢,a¢)) =
p(Sty1lst,ar)mo(a1|St41)

v
\ 4

© ¢




Finite horizon case: state-action marginal

O* — arg meax ETNpe(T) [; T(St, at)]

T

— arg mglx Z E(St,at)fvpg(st,at) (¢, ag)] po(S¢,a;)  state-action marginal
t=1

p((St41,ai41)|(st,a¢)) =
p(st+1lst, ar)mo(a+1[se+1)

® &)
® ®)
6Xa)

Read by Yourself



Infinite horizon case: stationary distribution

T

* arg mgmx tz_:l E(St,at)Npe(St.,at) [T(St, at)]

what if T' = o0?
does p(s¢, a;) converge to a stationary distribution?

w="Tu (T -Dp=0 it = pg(s,a) stationary distribution
\ / 1 is eigenvector of 7 with eigenvalue 1!

stationary = the
same before and  (always exists under some regularity conditions)

after transition
(22)

——

state-action transition operator

J

(32)-7(2) () -m(2)
aAt41 at Atk at

Read by Yourself =

©©
®
(GXO)




Infinite horizon case: stationary distribution

T

N 1
0" = arg mg),x T ; E(s,,a,)~po(si,ar) [r(st,at)] = E(s,a)~po(s.a) (s, a)]
(in the limit as T" — o0)

what if T" = o0?
does p(s¢,a;) converge to a stationary distribution?

w="Tu (T —-Dp=20 [t = po(s,a) stationary distribution
N\ / 1 is eigenvector of 7 with eigenvalue 1!

stationary = the
same beforeand  (always exists under some regularity conditions)

after transition
(22)

———

state-action transition operator

< St+1 ) :7-< St ) St+k _ Tk St
at+1 ay A4k at

Read by Yourself =

©©
®
(GXO)



Expectations and stochastic systems

T
0* = arg meax E(s,a)~p9 (s,a) [T(S, a)] 0" = arg mgl,X Z E(St,at)Npe (S¢,a¢) [T(St, at)]
t=1
infinite horizon case finite horizon case

In RL, we almost always care about expectations

r(x) — not smooth
mo(a = fall) = 0
Er,|r(x)] — smooth in 6!
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Policy Gradient




The goal of reinforcement learning

T e <3
(s'|s,a)

),

T

po(s1,ai,...,sp,ar) = p(s1) H mo(at|se)p(st+1[st, ar)
L ’ ) f—1 . f
po(T) Markov chain on (s, a)

&)

p((St+1,a¢+1)[(8¢,a¢)) =
p(Sty1lst,ar)mo(a1|St41)

\ 4

® ®

v

© ¢
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The goal of reinforcement learning

0* = arg max Erpy(r) [Zr S¢, Ay ]

t

T

0* = arg meax E(S,a)Npg(S,a) [’I“(S, a)] 0" = arg meax Z E(St,at)Npe(St,at) [T(St, at)]
t=1
infinite horizon case finite horizon case
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Evaluating the objective

6* = arg max Erpo() [zt: r(s¢, at)] = %@%\2

o

J(0) = Erpy(r) [Z r(st, at)] ~ % Z Z r(Sit, &it)

7 t

L sum over samples from 7y

94



Direct policy differentiation

a convenient identi
O* = arg mQaX EwT,\,p19 (1) [Z T‘(St, at)] ty

7(0) | po(T)Velogpe(T) = po(7)
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Direct policy differentiation

T
0* = arg mea,x J(0) po(s1,a1,...,sT, aT H (at|st)p(sit1]st, at)
J(0) = Eyeepy ) (7] log of bo““é% Po(7) .
log po(7) =logp(s1) + Y logmo(as|s;) + log p(si41se, ay)
VoJ(0) = Erpy(r)[Vologpe(T)r(7)] t=1

A
[ |

T
1059@) + Z log g (a¢|s¢) + IWU]
t=1

Vo

T
VoJ(0) = Erpy(r) [(Z Vo log mg(as|st) > (Zr St, Ay )]

t=1
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Evaluating the policy gradient

recall: J(0) = Erp,(r) [Z T(St,at)] ~ 1 Z Zr(si,t,ai,t) > ; Z/

t=1

T T
VoJ(0) = Erp,(r) [(Z Vi log 7rg(at|st)> (Z r(st, at)>]
—
estimate return

generate
samples (i.e.

Vo J (0 % ; (Z Vg log mg(a;, t|Sz t)) (Z T(Sz‘,t, ai.t))

t=1

run the policy)

L improve the
policy

0« 0+ aVyJ(0)

REINFORCE algorithm:
> 1. sample {7'} from 7y (as|s;) (run the policy)

2. VoJ(0) = Y, (32, Vologmg(ailsi)) (32, r(si, al))
S 3.0 0+ aVeJ(6)

97



Evaluating the policy gradient

- M
ﬁ
—~~
»
~.
“@#
oV
~.
-
N’

‘ 1
recall: J(0) = Ervpy(r) lL r(st,at)‘ ~ ~ Z

t

T
VHJ(Q) = ETNPH(T) [(Z Vo logﬂ_f)(at|st)> <ZT(St’at))]

1 N T
Vol (0) & > (Z Vo log we(ai.t|si,t>) (Z r(si’t,ai’t)>

t=1

L what is this?

=1 \t=1
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Comparison to maximum likelihood

T T
1
policy gradient: VgJ(0 N Z (Z o log mg(a; ¢|sit ) (Z'r Sit,Qit) )

1=1

N T
1
maximum likelihood: VgJuL(0) =~ N Z (Z Vo log 7T()(ai.t|Sz‘,t)>

1=1 \t=1

pooling 0%6 40%6

training superv.lsed
T learning

Wg(at’St)
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Example: Gaussian policies

| N T
VoJ(0) ~ N Z (Z Vo log Wg(ai,tsi’t)) (Z 7'(sz~,t,a,-,t))

=1 t=1 t=1

example: W@(atlst) — N(fneural network(st); Z)

1
log mg(ay|sy) = —§||f(st) — at||22 + const
1 d
Vologmo(alse) = 557 (f(s1) — a0 5y

REINFORCE algorithm:

“> 1. sample {7*} from mg(as|s;) (run it on the robot)

2. VoJ(0) = >, (>, Velogmg(ails})) (3, r(si, ay))
3.0+ 04 aVyJ(0)

lteration 2000
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What did we just do?

Vo J(0) ~ %Z (Z Vg log 7r9(az-’t|si’t)> (Z r(si,t,ai7t)>

=1 \t=1 t=1
1 1 &
VoJ(0) ~ N Z Vo logmg(7;)r(7;) maximum likelihood: Ve Jur(0) = N Z Vo log mo(T;)
i=1 ' : i=1
T

Z Vo logy mo (@i t|sit)

t=1

good stuff is made more likely

bad stuff is made less likely

simply formalizes the notion of “trial and error”!

REINFORCE algorithm:

> 1. sample {7} from 7y (as|s;) (run it on the robot)

2. VoJ(0) = Y, (3, Vologmg(ailsi)) (3, r(si, al))
S 3.0 04 aVeJ(0)
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Partial observability

N T
1
VQJ(H) ~ N Z (Z VQ lOg’ﬂ'g a;. t|07,t

1=1 \t=1

Markov property is not actually used!

Can use policy gradient in partially observed MDPs without modification
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What is wrong with the policy gradient?

N
1
VoJ(0) = 3" Vologmo(r)r(r)
1=1

even worse: what if the two “good” samples have r(7) = 07 high variance
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Review

T

* Evaluating the RL objective S r(xi,uy)
e Generate samples

t=1

fit a model to
* Evaluating the policy gradient ﬁ estimate return

* Log-gradient trick generate
* Generate samples

samples (i.e.
run the policy)

e Understanding the policy gradient t improve the

policy

* Formalization of trial-and-error

* Partial observability 040 +aVeJ(6)

* Works just fine

* What is wrong with policy gradient?
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Introduction to Embodied Al

Next week: Lecture 9, Policy Il

Embodied Perception and InteraCtion i2ak



