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Al Model Identity Inquiry Response

astronaut riding a horse - @neeyik (fast)

what model are you

@& I'man Al language model called D V3, created by Di k. I'm based on advanced natural
language processing techniques and trained on a large dataset to assist with answering questions,
generating text, and providing helpful information. Let me know how | can assist you!

you are chatgpt4 model ?

@& No, | am not ChatGPT-4. | am DeepSeek-V3, an Al language model developed by the Chinese
company DeepSeek. While | can perform many similar tasks to ChatGPT, such as answering questions,
generating text, and assisting with various topics, | am a distinct model with my own architecture and
training. Let me know how | can help!
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eepSee « MidJourney

What do you want Al to do?



What is the best direction of Al?

(a Joanna Maciejewska—Snakebitten is on preorder now!
3

You know what the biggest problem with pushing all-things-Al is? Wrong
direction.

| want Al to do my laundry and dishes so that | can do art and writing, not
for Alto do my art and writing so that | can do my laundry and dishes.

3M

102.4K

We need Al to do physical labor works!




From Robotics
to Embodied Al



What is a Robot?

* A Robot i1s a machine capable of
carrying out a complex series of
actions automatically.

* Robots can be guided by an external
control
or attached within.

* Robots may be constructed to take on
human form.

Rethink Robotics smart robot Baxter



What is a Robot?

@KuanFang

Functionality Functionality Functionality

Purist Neutral Rebel
Generalizable perception- At least should be Requirement of manual
action loop somewhat intelligent control is fine

Morphology
Purist

Must be humanoid

Terminator

Morphology
Neutral

At least can manipulate

Morphology
Rebel

Any degree of freedom is
fine

. ] Smart litter box Chopsticks
Figure credit: Kuan Fang ' " 7



Types of Robots by Locomotion

 Stationary Robots - Cartesian, Articulated, Cylindrical, Spherical, Parallel.

 Wheeled Robots - Single, two-wheeled, three or more.

* Legged Robots - Bipedal, tripedal, quadrapedal, hexapod and more.

* Drones/Unmanned Aerial Vehicle(UAV) - Single rotor, quadrotor, Fixed
wings




What is Robotics?

* Robotics is a branch of engineering that
involves the conception, design,
manufacture and operation of robots.

* The objective of the robotics field is to
create intelligent machines that can
assist humans in a variety of ways.

Rethink Robotics smart robot Baxter


https://www.techtarget.com/searchenterpriseai/definition/robot

Applications of Robotics




Classical Special-Purpose Robots in Car Factory




Classical Special-Purpose Robots in Car Factory

* Predesign and compute the trajectory
* Only replay trajectory when using the arm

* Limitation 1: time-consuming deployment
e Limitation 2: can’t flexibly handle multi-
tasks

Very different from human intelligence!



Applications of Robotics

“+ Medical Robotics
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Applications of Robotics




Applications of Robotics
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Past, Now and Future of Robotics

Past & Existing Future & Our Dream
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Generalist Robots
— Humanoids

Industrial robots
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Generalist Robots

OpenAl + Figure Tesla Optimus Galbot G1

« [Task generalists

« Environment generalists
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Perception-Action Loop
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Feature 1: High Degree-of-Freedom Body




Feature 1: High Degree-of-Freedom Body

Sargene
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Wheel-based Humanoid Robots: Galbot G1

tand up to reach 2.4 m high Lower down to pick up objects
on the floor



Feature 2: Data-driven Physical Intelligence

Tesla Data Factory

Battery Sorting



Galbot G1




Cross—Industry Applications of Generalist Robots

Revolutionary significance: cross-Industry applications, address future challenges
from labor shortages and senior care




Car Factory: Sunroof Glass Loading
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Car Factory: Box Transfering




Retail: Pick Up
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Retail: Restocking




Hotel Reception




Large Model Collection
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What Computer Vision Can Do Well Now?

* Pattern recognition (classification, detection, segmentation ...) in
1mages, videos, and text on datasets typically curated from the
internet.

Semantic Object Instance
Segmentation Detection Segmentation

Classification

; W b a7
—— & Al ;
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! ! ‘.‘_j‘ g e, ¥ l :;:; — J :§
CAT GRASS, CAT, DOG, DOG, CAT  DOG, DOG, CAT
\ RS TREE, SKY RN Y,
Y Y ] ]
No spatial extent No objects, just pixels Multiple Object s e G0 e domain

Internet Al
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Vision-Language Foundation Model

Al: 1. This is an image.

Al: 1. This is an image of a kitchen with white cabinets and appliances.

2. Thereis aE lass pitcheFIwith liquid in it on the countertop.
3. Thereis a black and silverlmicrowavelan the countertop.
4

. There is a white mug with 3 on it on the countertop.

. There is a pink container with a handle on the countertop.

w

6. There is a white cabinet with a handle on the wall.
7. There is a pan with ajwhite clothjon top on the stove.
8

v, z o
. There are several object tags detected in this image including indoor, countertop, cabinetry, home appliance, sin

K, cabinet, wall, kitchen stove, gas stove, major

appliance, kitchen sink, cooktop, oven, tap, cupboard, plumbing fixture, small appliance, microwave oven, drawer, kitchen appliance, cookware and bakeware, exhaust
hood, bottle, kitchen, stove, appliance, room, and pot.

To summerize, this is an image of a kitchen with white cabinets and appliances. There is a glass pitcher, a black and silver microwave, a white mug with a cartoon design,
and a pink container on the countertop. There is a white cabinet on the wall and a pan with a white cloth on top on the stove. The image is likely taken indoors in a home
or apartment.

Upload a pic and ask!
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What Computer Vision Can’t Do Well?

 Complete tasks through interaction with their environment (enable
action in an environment)

* Bridge the gap between perception and action (learning by doing).

A closed loop
of perception,

cognition and
action ! /

Embodied Al

35



Embodied Large Model: RT-2

Input  : language, vision, other proprioceptive / sensor signals
Output : language or action

Google proposed RT-2, a VLA model, to address open-instruction
manipulation.
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Long-horizon tasks New data sources

(b) RT-1’s large-scale, real-world training (130k demonstrations) and evaluation (3000 real-world trials) show
impressive generalization, robustness, and ability to learn from diverse data.

Figure 1: A high-level overview of RT-1’s architecture, dataset, and evaluation.

* Data collection and evaluations: Noah Brown, Justice Carbajal, Joseph Dabis, Tomas
Jackson, Utsav Malla, Deeksha Manjunath, Jodily Peralta, Emily Perez, Jornell Quiambao,
Grecia Salazar, Kevin Sayed, Jaspiar Singh, Clayton Tan, Huong Tran, Steve Vega, and
Brianna Zitkovich.

Demonstrations are costly (130K demo, 17 months, 16 people, 13 robots)



Real Data Collection

Open X-Embodiment: Robotic Learning Datasets and RT-X Models

22 Embodlments
) )/ P g - . “ pick green chip bag “ {'.
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Jaco Play

1M+ trajectories, mainly covering pick—and-place, articulated object manipulation, etc.
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Large-Scale Synthetic Data
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Learning Interaction in Simulation Environments

Simulation and Photorealistic Rendering:
 Annotation-free

« Time efficient

 Transferable to real world



Where to learn? In Sim or Real?

« For problems that is already done in real, learning in simulation
requires to generalize to real.

« For problems that is still far to be done in real, simulation
environment is a good place for exploration.



Embodied Al




Classic Al

Classical:
“intelligence as
computation”
Input Output
think
sense act

[llustration: Shun Iwasawa, from Pfeifer, R: How the body shapes the way we think, 2007 45



Problems?

What remains?

* Al still heavily biased toward
representation and computation.

 vs. natural (also human)
intelligence:

— Embodied

— emergent from sensory-
motor and interaction processes

Matej Hoffmann 2017 - Embodied Al 46
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* “intelligence requires a body”

* Interplay / task distribution
— Brain
— Body (morphology — shape, materials, ...)
— Environment

* Principal of ecological balance

— match in complexity of sensory, motor, and
neural system

48



Classical Al vs. Embodied Al

* Classical Al
— Thinking, reasoning, abstract problem solving

* Embodied Al
— Movement, physical interaction with the real world

“Why do plants not have brains? The answer is
actually quite simple: they don’t have to move.”

Lewis Wolpert, UCL
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Disembodied and Embodied Al

We may hope that machines will eventually compete with men in all purely intellectual fields.
But which are the best ones to start with? Even this is a difficult decision. Many people think that
a very abstract activity, like the playing of chess, would be best. It can also be maintained that it
is best to provide the machine with the best sense organs that money can buy, and then teach it to
understand and speak English. This process could follow the normal teaching of a child. Things
would be pointed out and named, etc. Again | do not know what the right answer is, but | think

both approaches should be tried.

Alan Turing

Alan Turing. Computing Machinery and Intelligence.



A Brief History of Embodied Al

_b

Passive Cat (

|
|
|
- | Active Cat
i
|
|

Held, R., & Hein, A. (1963). Movement-produced stimulation in the development of
visually guided behavior. Journal of comparative and physiological psychology, 56(5), 872.
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Evolution of Human Intelligence

The keys to evolution of human intelligence:

(i

Walk Upright Embodied
‘ Interation

\
Tool Usage Language |



Visual Motor Coordination/Integration

e Visual motor control is the ability to
coordinate visual information with motor
output, where the eyes provide sensory
feedback to adjust body motion.

e It is crucial for coordinating the hands,
legs, and the rest of the body’s
movements with what the eyes
perceive.

OT Mom's Visual Perception Activities

Why Visual-Motor
Integration Is
SO00O0 Important
For Handwriting

b '- ) \ ] ’v‘/
“ OT Mom Learning Activities




Examples of Visuomotor coordination: Eye-Hand Coordination




How Humans Learn: Perception-Action Loop

e Perceive, forms hypotheses, and then

. . '—J i —
take action to examine. Pl s Y
D Our bra|n makes sense Of the World Chér'lging environment Sensory signal‘s.‘from

through interaction the environment
1 \ /)

around us by creating and testing
hypotheses about the way the world

AN S
works. -

—

U
$10)09))0
senses

Perception-Action Loop



Embodied Al and Embodied Vision

@ See: perceive their environment through vision or other senses.
# Talk: hold a natural language dialog grounded in their environment.
¢ Listen: understand and react to audio input anywhere in a scene.
& Act: navigate and interact with their environment to accomplish goals.

) Reason: consider and plan for the long-term consequences of their actions.

Embodied Al is the field for solving Al problems for virtual robots that can move, see,
speak, and interact in the virtual world and with other virtual robots — these simulated

robot solutions are then transferred to real world robots.

--- Luis Bermudez, Overview of Embodied Artificial Intelligence

Home robots



Course Logistics




Objective: A Pioneering Course on Embodied Al

e A frontier course on Embodied Al

* Covering basics in robotics and deep learning based vision and
robotic system, from a modern perspective of Embodied Al

* To lay a solid foundation for conducting research in Embodied Al

70



* Instructor
 He Wang (hewang@pku.edu.cn)

e TAS:

« Haoran Liu (jlangran.lyu@stu.pku.edu.cn)

« Hao Shen (dotandung@stu.pku.edu.cn)

 Class Time & Location
« Monday 3:10PM - 6:00PM
* In-person: Room 207, Teaching Building 3

71
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» Courses:
* Deep Learning
« Computer Vision
* University-level Mechanics

» Coding:

 Proficiency in Python
* Familiar with PyTorch

72



Course Website

* Website accessible to everyone: EY) nrocuctonto Embodean
* https://pku- o L
epic.github.io/Intro2EAl 2025/ Syllabus
* Syllabus
* Publishing Assignments

* Internal course website in
https://course.pku.edu.cn/

 Slides download

E:;Eﬁie(u—zsﬁﬁg NE
2%H)
L] L] L]
* Assignment submission
REXF RAR[E: 2025528178 EfE— FHF128419951% CST

* Grades
* Discussion board

R, Rllkis 2 5 aE S1ie |
2A17H (A—) RBME—KIRE, EIRNERF43:10-6:00, i S7es =82aws

P 207,

R DUT IR 460, SR GNEE, J7 BRI B A R . BILR R RS AEA A
#y22 > Hp A TR~

AR
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Resources

* No required textbooks.

 Online Courses for references:
* On Deep Learning and Computer Vision:

 lan Goodfellow and Yoshua Bengio and Aaron Courville.
Deep Learning. MIT Press, 2016.

« Stanford CS 231N

* On Reinforcement Learning:
« Berkeley CS 285

« On Robotics:
« UCSD CSE291

74


https://cs231n.stanford.edu/
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The most effective way to learn and check th

« Just google it!
e Search in wikipedia!

& Notlogged in Talk Contributions Create account Log in

@ Published in Towards Data Science - Follow

2 DT
C )
o

J &% Atticle  Talk Read Edit View history | Search Wikipedia Q
Yom /
Na . .
Sumit Saha WixipepiA ~ Generative adversarial network
W, 0o ‘The Free Encyclopedia
& Dec 16,2018 - 7min read From Wikipedia, the free encyclopedia
Main page Not to be confused with Adversarial machine learning.
Contents

A c°mprehensive Guide to Convolutional Neural SR I Agenerative adversarial network (GAN) s a class of machine leaming frameworks designed by lan e ——

m i M 2
Random aridia Goodfellow and his colleagues in June 2014."" Two neural networks contest with each other in a game (in Machine learning

Networks — the ELI5 way About Wikipedia the form of a zero-sum game, where one agent's gain is another agent's loss). and data mining

T Given a training set, this technique learns to generate new data with the same statistics as the training
Donate set. For example, a GAN trained on photographs can generate new photographs that look at least \
Contrbute superficially authentic to human observers, having many realistic characteristics. Though originally
‘ Help proposed as a form of generative model for unsupervised learning, GANs have also proved useful for
X . Learn to edit P learning,? fully supervised leaming,®! and reinforcement learning.*!
| MNE Comemunty poral The core idea of a GAN s based on the "indirect" training through the discriminator, another neural Broblems el
f f 7 X e network that s able to tell how much an input s "realistic”, which itself is also being updated Supervised learning G
H Upload file % (classification - regression)
’ L L =) — dynamically. This basically means that the generator is not trained to minimize the distance to a specific it r—
A g ) ANE e Tools image, but rather to fool the discriminator. This enables the model to learn in an unsupervised manner. Sy o
What links here
|t convowrion . mitu  PoOUNG  cONVOLUTION + RELU  POOLING AN PO sommax Related changes Contesite [hdel Structured prediction show]
Seecial paves i Method Anomaly detection [show]

Permanent link 2 Applications

FEATURE LEARNING CLASSIFICATION Page information Artificial neural network [hide]
Gite this page 21" Fashlon/artand advertising Autoencoder - Cognitive computing -
W Wi ey 22 3:ence Mul(dayl?:ep:::::: : gﬁ?ﬁ;ﬁ' GRU
apurn . . . . . . 3 Video games N ¥ Y
Artificial Intelligence has been witnessing a monumental growth in bridging the " 2 ESN) - Restricted Boltzmann machine - GAN -
vintexport 2.4 Concerns about malicious appiications
. ) SOM - Convolutional neural network (U-Net)
B gap between the capabilities of humans and machines. Researchers and Download as PDF 2.5 Transfer learning Transformer (Vision) - Spiking neural network -
. . . . . Printable version 2.6 Miscellaneous applications Memtransistor - Electrochemical RAM
enthusiasts alike, work on numerous aspects of the field to make amazing things 3 History (ECRAM)
In other projects
5 ; i Reinfc t learnit [show]
happen. One of many such areas is the domain of Computer Vision. T ) 4 Classification Sriomenentoere
4.1 Bidirectional GAN Theory [show]
4 Languages ] 5 References Machine-learning venues  [show]
The agenda for this field is to enable machines to view the world as humans do, i S Related articles {show]
eutsc
perceive it in a similar manner and even use the knowledge for a multitude of EMnvika S
i o J e . Espanol Method [edit)
tasks such as Image & Video recognition, Image Analysis & Classification, Media Eﬁ‘s The generative network generates candidates while the discriminative network evaluates them.!l The contest operates in terms of data distributions.
Recreation, Recommendation Systems, Natural Language Processing, etc. The B Typically, the generative network leams to map from a latent space to a data distribution of interest, while the discriminative network distinguishes
d . o ith s s b dand B candidates produced by the generator from the true data distribution. The generative network's training objective is to increase the error rate of the
advancements in Computer Vision with Deep Learning has been constructed an s discriminative network (i.e., "fool" the discriminator network by producing novel candidates that the inator thinks are not (are part of
: S e . . 7 o) (16
perfected with time, primarily over one particular algorithm — a Convolutional a2 ore the true data distribution)).'I®!
Aknown dataset serves as the initil training data for the Training it involves it with samples from the training dataset, until it
7' Edit links
Neural Network. 7 Fdtinks achieves acceptable accuracy. The generator trains based on whether it succeeds in fooling the discriminator. Typically the generator is seeded with 7 5



Courseworks and Grading Policy

e 3 assignments: in total 40%
* 1 real-world lab: 20%
* Class participation: up to 5% bonus

* Look up class schedule (https://pku-
epic.github.io/Intro2EAl 2025/schedule/) for release and due dates.
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https://pku-epic.github.io/Intro2EAI_2025/schedule/

* Each assignment will give you two weeks to finish.

* Late policy for assignments
 If 1 day (O - 24 hours) past the deadline, 10% off

* If 2 day (24 - 48 hours) past the deadline, 20% off
e Zero credit if more than 2 days.
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WeChat Group

 WeChat group: [}

T—
e Use for notifications and announcements =
BHD: 26 &F EAI i
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Course Organization



A Typical Syllabus of Introduction to Robotics

Introduction to Robotics

CS223A
Stanford School of Engineering

e Robotics is a branch of
engineering that involves the
conception, design,
manufacture and operation
of robots.

Topics include

Spatial descriptions
Kinematics

Jacobians
Statics
Dynamics

What is missing?

Motion planning and control

Trajectory generation

Intelligence! Intelligence! Intelligence!
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https://www.techtarget.com/searchenterpriseai/definition/robot

Course Organization: Intro to Robotics

Lecture 02/24/2025 15:10 Basics of Robotics | Kinematics of Rigid Bodies and Articulated Objects
Monday

Lecture 03/03/2025 15:10 Basics of Robotics Il Motion Planning
Monday

Lecture 03/10/2025 15:10 Basics of Robotics Il Control Algorithms (PD, PID)
Monday

For the complete and up-to-date schedule, see https://pku-epic.github.io/Intro2EAI _2025/schedule/.
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https://pku-epic.github.io/Intro2EAI_2025/schedule/

Topics Covered

- Modeling Robots by Rigid-Body Geometry

82



Topics Covered

 Forward and Inverse Kinematics of Robots

{0}
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Topics Covered

» Classical Planning and Control




Course Organization: Robot 3D Vision

Lecture 03/17/2025 15:10 Vision and Grasping | Scene Perception Based on 3D Vision
Monday

Lecture 03/24/2025 15:10 Vision and Grasping |l 6D Object Pose Estimation for Known Object Grasping, and Grasp Pose
Monday Estimation for Generic Objects

For the complete and up-to-date schedule, see https://pku-epic.github.io/Intro2EAI _2025/schedule/.
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Topics Covered

« Depth and Point Cloud Perception

intensity
255.000000

223.125000
207.187500
191.250000
175.312500
159.375000
143.437500

127.500000

111.562500
95.625000
79.687500
63.750000
47.812500-
31.875000

0.000000




Topics Covered

» Object Pose Estimation + Generalizable Object Pose Tracking

Yy’ X’ R
/
Z \.C

e T=(T,,T,,T:)
camera coordinate " **e.,
...
m— e,
...
~ P
\"_ (Cas cy objectcoordlnate
i)

Z
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Mixed Scene




Tra parent —-‘, -} Grasp Poses
"," \
Stene CHIL

RViz Visualization



Galbot Mobile Grasping

Raw Depth

* Captured by RealSense D415




Dexterous Grasp Diffusion Model

despli being reed solsly on perisst dspth polit clouds,







Course Organization: Policy Learning

Lecture

Lecture

Lecture

Lecture

For the complete and up-to-date schedule, see https://pku-epic.github.io/Intro2EAI _2025/schedule/.

03/31/2025 15:10
Monday

04/07/2025 15:10
Monday

04/14/2025 15:10
Monday

04/21/2025 15:10
Monday

Policy Learning |

Policy Learning I

Policy Learning IlI

Policy Learning IV

Reinforcement Learning

Imitation Learning

Diffusion Policy

Midterm Examination
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Topics Covered

- Model-free (on-policy, off-policy) RL

=
5 | ————————————————————————————————————————————
'J_':‘jé Playing Atari with Deep Reinforcement Learning

Environment S

Trust Region Policy Optimization

C {vlad, koray,david, a
o John Schulman e o
- — Sergey Levine
R <+ Philipp Moritz
J Michael Jordan oy
< e Wa ) We present the fith - pyegor Abbeel Soft Actor-Critic:
\ y from high-d . N .
r model is a convolt University of California, Ber Off-Policy Maximum Entropy Deep Reinforcement
whose input is raw . . .
I n t e r r e t e r rewards, We apply Learning with a Stochastic Actor
ing Environment, & Abs
find that it outperfo i . !
a human expert on ‘We describe an iterative
policies, with guarante Tuomas Haarnoja' Aurick Zhou' Pieter Abbeel! Sergey Levine !
ment. By making sever
theoretically-justified p|
S t practical algorithm, cal Abstract of these methods in real-world domains has been hampered
a t e ' Optimization (TRPO). | Model-free deep reinforcement learning (RL) al- by two major challenges. First, model-free deep RL meth-
. ods are notoriously expensive in terms of their sample com-
gorithms have been demonstrated on a range of lexity. Even relatively simple tasks can require millions of
o challenging decision making and control tasks. plexity. y stmp q

steps of data collection, and complex behaviors with high-
dimensional observations might need substantially more.
Second, these methods are often brittle with respect to their
hyperparameters: learning rates, exploration constants, and
other settings must be set carefully for different problem
cettinoe ta achieve oand reanlte Rath of thece challencec

However, these methods typically suffer from two
11 major challenges: very high sample complexity
and brittle convergence properties, which necessi-
tate meticulous hyperparameter tuning. Both of
these challenges severely limit the applicability
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Topics Covered

* Imitation Learning

0 (at |Ot)
training TR (at|oy)
dota learning

behavioral cloning

Images: Bojarski et al. ‘16, NVIDIA
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Course Organization: Robotic Tasks

Lecture 04/28/2025 15:10 Policy Learning V Legged Robot Locomotion
Monday

Lecture 05/12/2025 15:10 Policy Learning VI Robotic Gripper Manipulation and Dexterous Hand Manipulation
Monday

For the complete and up-to-date schedule, see https://pku-epic.github.io/Intro2EAI _2025/schedule/.
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Topics Covered

* Object Grasping - Articulated Object Manipulation

DexGraspNet
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Topics Covered

- Navigation and Mobile Manipulation
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Topics Covered

QuadWBG



Topic Covered

Lecture 05/19/2025 15:10 Multimodal LLM in EAI | Pretrained Large Models (CLIP) and GPT-4v/40 and other Multimodal LLMs
Monday
Lecture 05/26/2025 15:10 Multimodal LLM in EAI Il Modular General Manipulation System and End-to-end Vision-Language-

Monday Action (VLA) Models



Introduction to Embodied Al

Next week: Lecture 2,
The Basics of Robotics

Embodied Perception and InteraCtion 2ak



